Cycle-Consistent Adversarial Learning as Approximate Bayesian Inference

We cast the problem of learning inter-domain correspon-
dences as approximate Bayesian inference in a latent variable
model (1vm).

- We introduce implicit latent variable models (1LVMs),
where the prior over latent variables can be specified
flexibly as an implicit distribution.

- We develop a new variational inference (vI) algorithm
based on minimizing the symmetric Kullback-Leibler
(kL) divergence between a variational and exact joint
distribution.

- We demonstrate that the cycle-consistent adversarial
learning (CYCLEGAN) models [1, 2] can be derived as a
special case within our proposed VI framework.

Implicit Latent Variable Models

- Latent variable models (LvMs) are an indispensable tool for
uncovering the hidden representations of observed data.

- Observation x is assumed governed by its underlying hidden
variable z. Joint distribution usually written as

Pe(X,2) = pg(x|2)p*(2) (1)
- Implicit Prior. Prior over latent variables is specified as an
implicit distribution p*(z), given only by a finite collection
Z*={z:}_ of its samples,
zt ~ p*(z). (2)
Offers the utmost degree of flexibility in treatment of prior
information.

- Prescribed Likelihood. Likelihood specified through mapping
F which takes as input random noise & and latent variable z,
X ~ pg(x|2)
S x=Fp(8;2), &~ p(§)
(But restricted to prescribed likelihoods)

(3)

- Example: Unpaired Image-to-Image Translation Prior p*(z)
is specified by images from one domain, while empirical
distribution g*(x) is specified by images from another.

Symmetric Joint-Matching VI

- Prescribed Variational Distribution. Also specified through a
mapping G4, with input noise € and observed variable x,

ZNCI¢(Z|X)

& z=G,(€;%), )

€ ~ p(€).
- Directly approximate the exact joint with variational joint.

qp(X,2) = q4(2]X)q"(X). (5)
- Minimize symmetric KL divergence between joints
KLsymm [pO(X: z) || q¢(xa Z)] . (6)

where KLy [P || ] :==KL[p || ]+ KL g | p].
- Avoids under-/over-dispersed approximations.
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Reverse KL Variational Objective

- Reverse KL divergence between joints,

KL I:qd)(xn Z) _pH(XJ Z):I (7)
— IE‘:qq{,(x,z) _lOg q¢(X, Z) o lngg(X, Z)]
= Lyeso(0,9) —H[g"(x)]. (8)

————

constant

- Equivalent to maximizing evidence lower bound (ELBO),
LNELBO(Oa ¢) — IE‘:q*(x)q(p(z|x)|:_10ng(X | Z)]
Lyenn(8,6) (9)

T IE‘:q*(x)KL I:qu(z | X) ” p*(Z):I .
- But KL term intractable as density p*(z) unavailable!

Forward KL Variational Objective

- Forward KL divergence between joints,

L [po(x,2) 14, (%,2)]
— IE‘:p(,(x,z) _108P9 (X9 Z) o log q¢(X9 Z)]
— £NAPLBO(09 ¢) — H[P*(Z)] . (11)
—_

constant

- Define new variational objective,
Lyarieo(0,90) =E,uzp,x 2l — 10804 (2] x)]
) Leis(6.6) i (12)
+E, KL po(x12) | ()]
- Tractable, unlike KL [pg(z 1X) || g4(z] X)]!

(10)

- But KL term intractable as density ¢*(x) unavailable!

Approximate Divergence Minimization

- Well-known generalized lower bound [3],
EpoDs [p7(2) 11 4p(210)] > max L0 (as ¢),  (13)

where
L}atem(a; Q)= Eq*(x)q¢(z|x)[f’(ra(z; x))]
—Eqooplf "(f (ro(z;3)))],

and r, is a neural net with parameters a, with equality at

(14)

CI¢(Z | X)
ro(z;X) = (15)
’ p*(z)
- For f,,(u) = ulogu, we instantiate KL lower bound,
Ey ok [p(21) || p'(2)] = max £57(a;¢)  (16)
intr;c?able tra;tgble

where
LLaLtent(a; ¢) — IE‘:“q*(x)qu(z|X)|:10g I”a(Z; X)]
o IE‘:q*(x)p*(z)[roz(z; X) _ 1]
Related to KL importance estimation procedure (KLIEP) [4].

(17)

- Similar lower bound for E..,,D [¢*(X) || pe(x|2)].

S Fo(§;z) = uy(z) + 78,

CycleGAN as a Special Case

» Mappings my : X — z and Uy : z — X, discriminators D, Dg.
- Cycle-consistency losses

(20, ) = Egolllx— g (my ()12, (18)
Comarl(8,9) =Eplllz—my(y(@DIF]. (19)

- Distribution matching (GAN) objectives
(9 @; ) = B, ([ 10g Dy (2)] 20

+Eg(xl10g(1 —Dg(my(x)))];
egoArI\\/Ivard(ﬁ; 9) — Ep*(x)[lOg Dﬁ (X)]

T Epzll0g(1 =Dy (1tg(2))) ] (21)

Cycle-consistency as Conditional Probability
Maximization

For Gaussian likelihood and variational posterior
qy(z]| %) = N(z|my(x), t*D),

Po(x]2z) = N (x| uy(2), 7°D),
& Gyle;x) =my(x) + te

Lover (0,¢) can be recovered from L;;,(0, ¢) as posterior

q4(z|x) becomes degenerate,

Lyn(0,0) = 118 o6 (0, 0) + 6,
for constants y; and 0;.

Similarly, ¢ gfg-‘;ﬂg;fd(o, ¢ ) can be recovered from L;,,.(0, ¢)

as likelihood py(x|z) becomes degenerate,
‘CNELP(O) ¢) — Yzeforward(O, ¢) + 52

CONST

ast —0

ast—0

for constants vy, and 0,.

- Cycle-consistency corresponds to maximizing likelihood
pg(x|z) and approximate posterior q,(z|x).

Distribution Matching as Regularization

- For f.,(u) =ulogu—(u+ 1)log(u + 1), we instantiate
£1(’}e:§rse(a; ¢) = IE‘:l‘q>'<(x)p>‘<(z)|:10g Da(z; X)]

+ Eg(x)q, z0[108(1 = Dy (z; X)) ], (22)
where discriminator D,(z;x) :=1—o(logr,(z;x)).
- By fixing discriminator to ignore auxiliary input X,
D, (z;x) =D,(z), (23)
and fixing mapping to ignore stochastic input €,
Gy(€;%x) = my(x), (24)
LE7¢(a; @) reduces to £5°7(a; ¢).

- Can be viewed as another way to estimate density ratio
r:(z;x) of eq. (15).

- Regularizes approximate posterior q4(z|x) by
approximately minimizes intractable divergence
D [ p*(2) Il ¢4(z|x) | from prior p*(z).

- Setting f,, can help alleviate vanishing gradients, and results
in usual prior-contrastive KL term of ELBO.

- Similar results for ¢ fG";‘I\?’ (B 9).

Experiment: MNIST with Implicit Prior
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(c) Mean of pg(x|z) for
20 x 20 values of z
along a uniform grid.

(a) 10k samples from
prior p(z).

(b) Mean of q¢4(z|x) for
every X from held-out
test set of size 10k,
colored by digit class.

Figure: Visualization of 2D latent space and the corresponding observed space
manifold.

Table: Mean-squared errors of reconstructions.

METHOD MSE Z MSE X
sJMVI (OURS) 0.17 0.04
VAE [5] 0.88 0.04
AVB [ 6] 0.29 0.04
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